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i
Executive Summary

As organizations today drive to make business intelligence more operational, they are 
extending access to business intelligence analytics and data across the enterprise – to 
front-line staff, partners and customers – in addition to more traditional data warehouse 
users. The goal is to integrate business intelligence analytics within business processes 
to improve intraday decision making.  As a result, data warehouse environments are 
increasingly called upon to support hundreds or even thousands of concurrent users 
and to manage a dynamic, mixed workload of short queries, longer-running queries and 
analyses and data loading tasks.  

This white paper reviews concurrency and management of mixed workloads in the  
Netezza architecture.  Research for the paper included interviews with representatives 
of two Netezza customers – Nationwide Financial Services and Premier – to understand 
their respective Netezza solutions and assessments of Netezza’s workload manage-
ment and concurrency capabilities. WinterCorp, an independent expert in large scale 
data management, was retained to conduct this review and develop  this White Paper by  
Netezza.  Netezza was provided an opportunity to comment on the paper with respect to 
facts. WinterCorp has final editorial control over the content of this publication.

The Netezza data warehouse and analytics appliance integrates the database, server 
and storage into a single system. The latest generation is the Netezza TwinFin™ system, 
which combines a flexible, asymmetric massively parallel processing (AMPP™) appli-
ance architecture with streaming operations and data compression. The goal is to deliver 
performance, simplicity and overall value to customers.

Netezza provides four levels of workload management functionality to help customers 
specify fast response for short queries while providing an acceptable timeframe for long 
queries and data loads.  Netezza’s design likewise enables long-running queries and  
database updates to run concurrently without database locking.

Both Netezza customers interviewed are satisfied with their ability to effectively man-
age concurrency and a mixed workload on their Netezza data warehouse platforms.  At  
Nationwide Financial Services, the Netezza data warehouse supports 10 million data-
base changes per day, 1,000+ total users and 50 concurrent users at peak times, with 
an average of 10-15 concurrent users.  At Premier, the Netezza data warehouse supports 
5,000 users generating 30,000 reports per week.  Concurrency varies because some of 
the users access the data occasionally while others are accessing it continually.

In addition, both customers have experienced significant performance improvements on 
existing workloads with Netezza. They report that Netezza also delivers on its promise of 
administrative simplicity and low total cost of ownership.

In the opinion of WinterCorp, users with a range of analytical requirements 
– including those seeking to run mixed workloads and multiple concurrent 
queries – will want to evaluate Netezza as they select the platform for their  
next implementation.
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Introduction

Today’s data warehousing and business intelligence environments increasingly re-
quire the online sharing of data among multiple users at the same time. As organizations 
drive to make business intelligence more operational, they are extending access to busi-
ness intelligence data and analytics across the enterprise – to front-line staff, partners and 
customers – in addition to the more traditional data warehouse users such as executives 
and financial and business analysts. The goal is to integrate business intelligence analytics 
within business processes to improve intraday decision making.  This means that hun-
dreds or even thousands of users and applications may now access the data warehouse. 
Because of the operational nature of these queries, it is very important to ensure appropri-
ate response times and make the use of the data warehouse easy and transparent for less 
skilled users.  An example of the latter is implementing a “self-service,” web-based report-
ing and analytics environment in which internal and/or external users can create and run 
their own customized reports. Extending the data warehouse to meet operational needs 
means that the data warehouse now must effectively process and manage a much more 
diverse, “mixed” workload, including:

* Short, tactical, interactive queries that require fast response time, typically in seconds. 
One example is a request from a call-center operator on the phone for a current cus-
tomer value score.  Another example is filling in pick lists or prompts for reporting/
self-service applications.

* Longer-running queries and analyses that may need access to large volumes of data 
and complex analytics and take minutes to hours to execute.

* More frequent data loading to maintain the currency of data in the data warehouse at 
an increasingly near-real-time level. Data loading is also affected by the desire to give 
users access to detailed data for analysis and by the need to expand the scope of data 
stored in the data warehouse.

This mixed workload can be dynamic, changing quickly and unpredictably as usage grows  
and users experience the value and benefits of having the data and analytics available.  
How well the data warehouse manages this workload directly affects performance and 
response times for users and ultimately, the success of the data warehouse solution. 

1

             Purpose and Methodology for This Report. 

This WinterCorp White Paper reviews the concurrency and the management of mixed 
workloads in the Netezza architecture and in the experiences of two Netezza customers. 

In developing this paper, WinterCorp operated as an independent industry expert, inter-
viewing Netezza customers and employees; reviewing product documentation; observing 
demonstrations of the product; and, critically reviewing product design, measurements 
and evidence in order to arrive at the descriptions and conclusions presented here. Netezza 
was provided an opportunity to comment on the paper with respect to facts. WinterCorp 
has final editorial control over the content of this publication. This White Paper was spon-
sored by Netezza. 

1
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Overview of the Netezza Data Warehouse 

and Analytics Appliance

The Netezza data warehouse and analytics appliance combines the database, server and 
storage into a single, integrated system. The company’s overall philosophy centers on pro-
viding customers with performance, simplicity and value. Netezza has aimed to provide 
users with rapid response to queries, even with large volumes of stored data.  As an exam-
ple of simplicity, the Netezza appliance is designed to be ready for immediate data loading 
and query execution upon delivery.  Because there are no indexes or user-visible storage 
objects such as tablespaces in Netezza, the database administrator (DBA) does not have to 
spend time tuning such objects to get good query performance.  In the area of value, both 
customers interviewed for this paper cited the low total cost of ownership and good price/
performance that Netezza delivers.

TwinFin Architecture. 

The Netezza appliance uses an asymmetric massively parallel processing (AMPP) archi-
tecture. TwinFin, the latest generation appliance, has four major components (see Figure 
1). To increase availability, all components are redundant.  Up to 10 racks can be con-
nected in a single TwinFin implementation. 

*	 The	Netezza	host presents a standard interface to the appliance for external tools and 
applications. The host receives SQL requests, compiles them into executable code seg-
ments called “snippets,” creates optimized query plans and distributes the snippets 
and snippet plans to the MPP nodes for processing in parallel. The host also hides the 
complexity of the appliance from system management tools, contributing to Netezza’s 
simplicity of administration. The standard TwinFin configuration includes two SMP 
Linux servers for high availability; if the primary host server fails, a backup is present 
to continue with the processing of queries.

*	 The	eight	disk	enclosures in a rack each house 12 primary 1TB SAS drives; each drive 
contains a slice of user data. The host can distribute user data across all of the disk 
drives using either a hash or random distribution.  A mirror copy of each slice of data is 
maintained on a different disk drive. Each rack can store up to 32TB of uncompressed 
user data. The 96 primary drives include four hot spares, so only 92 of the 96 are “ac-
tive” at any given point.

*	 The	12	Snippet	Blades, or S-Blades™, in a rack each house eight of the MPP nodes 
that process query snippets. Each S-Blade consists of a standard blade server (sourced 
from IBM and containing two Intel quad-core processors and 16GB of RAM) and a 
customized Netezza Database Accelerator card with four dual-core FPGAs (Field-Pro-
grammable Gate Arrays). An MPP node thus consists of one processor core, 2GB of 
RAM, and one FPGA core. The FPGAs prepare the data for query processing by decom-
pressing and filtering the data, among other functions (discussed below).

* A high-speed	network	fabric connects all TwinFin system components and runs a cus-
tomized IP-based protocol: inter-S-Blade links are dual bonded Gb Ethernet and links 
between racks are 10Gb Ethernet.

2
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Models of the Netezza appliance prior to TwinFin have what Netezza calls Snippet Pro-
cessing Units (SPUs).  Each SPU (pronounced “spoo”) contains one PowerPC processor, 
one FPGA and one disk. In addition, the FPGAs function as disk controllers, reading data 
directly off the disk and pre-processing it before sending it to memory.

Significant technology advances have enabled Netezza to make the architecture more 
flexible in TwinFin.  A few examples include Intel’s delivery of low-power, high-perfor-
mance quad-core processors; improvements in the price and performance of FPGAs which  
enable Netezza to build additional functionality into the FPGA; the fast speed of PCI  
Express (PCIe) for high bandwidth and flexibility in internal system connections; and the 
affordability of 10Gb Ethernet for both inter-rack and host-to-S-Blade connectivity. While 
TwinFin maintains the one-to-one-to-one relationship between FPGA, processor and disk 
as in the SPU, the processors/FPGAs (S-Blades) and storage (disk enclosures) in TwinFin 
are physically separate.  This provides future flexibility to create TwinFin configurations 
that are either storage-heavy (for large data volumes) or memory-intensive (for complex 
data processing and analytics). Another change is the fact that TwinFin moves the disk 
controller function out of the FPGAs and into the disk enclosures.

Figure 1: Netezza TwinFin Appliance Architecture
Source: Netezza 

Netezza Appliance

Applications

3
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Here is a summary of some of the other key design characteristics of the Netezza appliance.

Streaming Operations. 

The Netezza appliance processes data in a streaming mode (see Figure 2).   
The idea is to use pipelining in addition to parallelism and process the data as close to 
disk-access speed as possible.  In principle, a snippet that requires 10 seconds of disk, 
eight seconds of processor time and three seconds of communication is a 10-second snip-
pet, not a 21-second snippet. A system that can always keep up with the data stream off 
the disk will deliver better query performance than one in which the data waits at times 
for processor or interconnect capacity – and, therefore, must be landed in memory more 
frequently.  The challenge, on the other hand, is to properly balance the system and ensure 
that each component can keep up with all the others. Netezza attributes its query perfor-
mance advantages in part to its streaming architecture.

Figure 2: The Netezza Appliance Data 
Stream Processing

Source: Netezza

4
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Data Filtering. 

The FPGAs are a key component of Netezza’s design for delivering fast query performance.  
FPGAs affect performance in two significant areas.  During a table scan, the FPGA filters 
data by column and row, passing only the results of filtering to the processor. This can 
dramatically reduce processing requirements for many queries.

For example, suppose a retailer has a sales table containing information on the one bil-
lion items purchased in the past year. Such a table might reasonably contain 500 GB of 
data. Now, suppose a query asks only for the item numbers of those items costing over one 
hundred dollars and purchased in the last hour.  Regardless of how much data the FPGA 
scanned to satisfy this request, it would return only the item numbers – and only those for 
which the price was over one hundred dollars – perhaps as little as a few thousand bytes 
of data. Thus, the stream of data delivered to main memory in the blades would be very 
small compared to the 500 GB sales table.  Much of the work that would otherwise have to 
be done in the Intel processors will have been performed by the FPGAs.

The FPGA also filters out any data that should not be visible to a particular query (e.g., 
rows belonging to a transaction not yet committed). This enables the Netezza appliance to 
maintain read consistency and provide efficient rollback and recovery.

Data Compression. 

The Netezza appliance also supports data compression. Data compression uses a patent-
pending algorithm to automatically compress any numeric, integer and temporal (date 
and time) data written to disk during load, insert and update operations. Netezza states 
that the compression rate is typically 2-4x (for example, compression would reduce 4TB 
of user data to 1TB to 2TB on disk). The FPGA then decompresses the data after it is read 
off the disk.  The decompression and filtering functions are performed by the FPGA.  Data 
compression benefits include:

* Reduced hardware costs through increased density of data storage – Customers need 
less disk storage for a given volume of data or can add more data without adding disk 
space.

* Reduced query execution – With compression, the FPGA can scan more data from disk 
in the same amount of time.

5
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Workload Management

3.1  Overview

The goal of effective workload management in a data warehouse is to optimize the use of 
available computing and administrative resources to meet overall business requirements 
and any service level agreements (SLAs) in place. Workload is managed based on the rela-
tive urgency of each request. In a mixed workload environment, this involves ensuring 
fast response time for short queries while still running longer queries and completing data 
loads in an acceptable timeframe.

A key product design challenge is to provide workload management capabilities that en-
able the organization to translate business requirements into a set of rules and policies 
that can automatically and appropriately prioritize and manage the different types of work 
as they flow into and through the data warehouse. The ability to dynamically change the 
workload management rules to reflect rapidly changing business priorities is also impor-
tant.

We have already described the trend toward adding new data and new applications to the 
data warehouse, and users often discover new ways to use existing applications and data. 
As the number and variety of uses of the shared data increases, requirements for workload 
management tend to escalate.

Netezza has four distinct levels of workload management functionality built into the  
Netezza appliance Scheduler: the Gatekeeper, the Guaranteed Resource Allocation (GRA) 
Scheduler, the Snippet Scheduler, and the Resource Schedulers. The first three run on the 
host and the last runs on the S-Blade. The Gatekeeper can be turned on or off.  A query 
passes through each active scheduler in order.

3.2  Gatekeeper

The Gatekeeper acts as the front door to the Netezza appliance. The Gatekeeper limits 
the number of queries that can be executed in the system concurrently at each of three 
priority levels—low, normal and high. Priority is assigned at the user level and the DBA  
specifies the maximum number of concurrent queries for each priority.  In addition, the 
DBA can further refine the priorities for normal queries by creating a set of buckets based on  
estimated runtime.  For example, if the DBA only wants one long query (say, one that takes 
more than 180 seconds) to run at a time, a bucket is defined for queries with estimated 
runtime of >180 seconds with a maximum number of one. The next bucket could be 100 
to 180 seconds with a maximum of five queries, etc.  (There are no runtime constraints on 
either high or low priority queries within the Gatekeeper; these priorities are strictly based 
on the user’s assigned priority.) 

3

6



Copyright © WINTER CORPORATION, Cambridge MA, 2009. All rights reserved.

Concurrency and Workload Management in Netezza 

A WINTER CORPORATION WHITE PAPER

As a query arrives in the system, the host compiles the query and creates an optimized 
query execution plan including estimated runtime. The Gatekeeper notes the priority  
(low, normal/which bucket, and high) and puts the query on the appropriate queue in FIFO  
order. If the system has not exceeded the concurrency limits for that queue, the  
Gatekeeper sends it immediately on to the next scheduler.

3.3  Guaranteed Resource Allocation (GRA) Scheduler

The GRA Scheduler adds two layers of priority above those used by the Gatekeeper and 
periodically updates the query schedules based on relative priority and actual use of  
system resources.  To use the GRA Scheduler, the administrator creates Resource Alloca-
tion Groups, assigns each user to one of the groups, and then specifies a percentage of 
system resources for each group, e.g., marketing 75%, administration 20% and engineer-
ing 5%.  The GRA Scheduler then schedules plans from the various groups in what Netezza 
calls “compliance” order. Compliance is defined as the degree to which the GRA Scheduler 
is maintaining the specified allocation of resources among groups.

* Within each group, the GRA Scheduler maintains a list of short queries and a list of 
long queries.   Each list is sorted by priority then FIFO (as in the Gatekeeper). Within 
a group, short queries get priority over long queries and high priority queries over low; 
across groups, relative priorities of short over long and high over low are mitigated by 
the GRA Scheduler’s effort to maintain compliance.  For example, a low priority query 
in Group A may get executed before a high priority query in Group B because Group 
A’s “slice of the pie” of resources is available and Group B’s share of resources is full up 
with other high priority queries that got there first.

* The GRA Scheduler collects fine-grained statistics about actual use of processor, disk 
and communication resources by all plans.  This information comes from the Snippet 
Scheduler as each snippet completes on the SPU and once the overall plan completes.  
The GRA Scheduler organizes this data by group and for the whole system, and period-
ically uses the statistics to compare the resources used by each group to the total used 
by all groups.  This comparison is used to determine if the system is in compliance.  If 
not, the GRA Scheduler makes adjustments to achieve a better level of compliance.

7
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Calculating the Slice of the Pie. 

Here is a simple example of how the GRA Scheduler works.  It cuts up the resources  
according to the group percentages: Group A (75%), Group B (20%), Group C (5%). Then it 
looks at the work on each group’s list and allocates the group’s resources to work according 
to priorities.  If Group A has five queries with the same priority, each gets 1/5 of the 75%.  
If Group B has two queries, one high priority and one low, the high priority query gets 
more resources within the 20%.  If there is no work from Group A (it’s 7 a.m. and no one 
comes in till 9), the GRA Scheduler recomputes the allocation of resources so that Group 
B now gets 20/25 and Group C gets 5/25.  And if only Group C had work on the schedule,  
it would get 100% of the available resources.  As other group work arrived, the GRA  
Scheduler would ratchet back Group C’s resources.  So Netezza’s philosophy is to keep all 
the resources busy, even if there is only one query running. 

Dynamic Changes. 

Whenever a snippet starts or completes, a group sharing percent changes, or a user’s pri-
ority changes, the GRA Scheduler recomputes, on the fly, priorities for all remaining work 
on the queues and running in the system. The GRA Scheduler then makes any appropriate 
priority and scheduling changes.

Netezza provides virtual tables to give the DBA insight into the workload management 
status and results.  While scheduling changes are implemented in real time, the tables are 
updated every 10 minutes with data that represents the hour just ended. 

8
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3.4  Snippet Scheduler

Once the GRA Scheduler picks a plan to run, it hands the appropriate snippet off to the 
Snippet Scheduler, which schedules snippets from groups in compliance order.

The Snippet Scheduler also collects statistics but on a shorter, more granular horizon.  It 
gives each snippet a specific scheduling rank, which indicates the relative “slice-of-the-
resource pie” to give this snippet compared to all the other work to be done.  The general 
algorithm is the same as that followed by the GRA Scheduler except that the Snippet Sched-
uler also checks to make sure the snippet will “fit” in SPU memory.  If the snippet doesn’t 
fit, the scheduler may hold that snippet back and select another that fits, but only up to a 
scheduling deadline.  At that point, the scheduler holds other jobs and finishes up existing 
ones until this particular snippet fits into memory. The Snippet Scheduler then passes the 
snippets to be executed to the SPUs. 

3.5  Resource Schedulers

The Resource Schedulers work in a similar fashion, scheduling access to processor and 
disk resources based on the work rank. This is where the actual slice of the resources is 
determined for each snippet. For example, if snippet A is weighted 100 and snippet B is 
weighted 25, B would get one second of processor time and 1 disk block scanned for every 
4 seconds of processor time and 4 disk blocks given to A. 

3.6  Short Query Bias

Netezza’s short query bias (SQB) changes the algorithms of the schedulers to add a bias for 
executing short queries.  SQB reserves a number of “slots” from the overall limit of con-
current queries specifically for short queries and places an accompanying “hold” on some 
resources in the nodes to execute these queries.

9
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Concurrency

As the data in a data warehouse becomes more valuable, more requests are made to access 
the data every day. As the number of concurrently active users grows—and, as a greater  
variety of automated systems and applications seek to use or update the data —the  
demands upon the system to perform more queries at once also grows.

Section 3 discussed how the Netezza appliance manages priorities and deals with contend-
ing demands for resources, especially such matters as how the system can deal with short 
queries and long queries at the same time.  This is the province of workload management. 

However, there is an issue beyond workload management concerning how many queries 
can be processed at the same moment. For example, what if many short queries are sub-
mitted to the system at the same moment? How many queries can the system work on at 
the same time, service efficiently and still meet response time requirements?  This is the 
issue of concurrency.

By default, Netezza has an upper limit of 48 concurrent queries.  This is a configurable pa-
rameter that sets the maximum number of concurrent queries that the system will actually 
service at any one moment.  Note that this number of queries in process at that moment 
could have come from hundreds or even thousands of connected users.  That is because 
most human users do not continuously submit queries.  Rather, they typically work in a 
cycle: prepare a query; submit a query; examine the results; think; then prepare the next 
query.  As they work through this cycle, they are interrupted by phone calls; instant mes-
sages; emails; other tasks, etc.

The parameters of this cycle vary widely among applications and types of use. Clearly, 
some power users may submit very large queries that will consume significant resources 
for hours or even days.  However, in most data warehouses, most queries will be processed 
in seconds or minutes. It is not uncommon to find that one tenth of connected users are 
actively using the system at any one time.  Further, it will often be true that about one 
tenth of the active users have actually submitted a query and are waiting for a response.  
Thus, in many cases, 30 concurrent queries would represent the typical load on a system 
with 3,000 concurrent users.

Netezza states that the default limit of 48 concurrent queries can be increased if re-
quired. If the queries running at any one moment are heavy, Netezza will probably be 
capable of actually executing fewer than 48 queries while still delivering the desired re-
sponse time. Alternatively, if the queries are light, it may be possible for Netezza to 
accept a hundred or more concurrent queries and still meet interactive response time 
requirements. In fact, Netezza has conducted customer tests that demonstrate suc-
cessful operation of the system with the limit set as high as 500 concurrent queries.  
 
Section 5 describes the experience of two Netezza users in some detail, discussing both 
workload and concurrency.  The key facts regarding concurrency for these customers can 
be summarized as follows.

4
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At Nationwide Financial Services (NFS), the Netezza data warehouse supports 10 million 
database changes per day, 1,000+ total users, 50 concurrent users at peak times and 10-15 
average.  The NFS data warehouse contains more than 4.5TB of data and processes 2,500 
queries per hour with a peak of 10,000 queries per hour at month end.  At NFS, 99.5% of 
queries run in under one minute.

At Premier, the Netezza data warehouse currently has 6TB of data online, including clini-
cal data on 300 million patients and cost data on 8 billion patient charge records.  There 
are 5,000 users generating 30,000 reports per week. Concurrency varies because some of 
the 5,000 are sporadic users and some are continuous users.

Each of these implementations clearly has many users sharing access to data on a daily  
basis; each Netezza system is clearly doing multiple types of work at once; and each  
Netezza system is clearly handling some substantial level of user concurrency. 

When asked about user concurrency, Netezza points out that most customers do not care 
about concurrency directly. Rather, they have a requirement to handle a certain workload 
while satisfying service level objectives.  For example, Nationwide needs to handle a peak 
workload of 10,000 queries per hour, while having 99.5% of the queries run in one minute.  
How many of these need to run at once?  Presumably Nationwide is only incidentally in-
terested in that question. They care about the throughput and response time a system can 
deliver with their particular database and query workload.

Following this line of reasoning, “concurrency” is actually a derived requirement. If a  
given database platform processes queries twice as fast as another platform, presumably 
it needs less concurrency to satisfy a given workload and response time requirement. The 
base requirements then are for an ability to handle workload and to meet response time 
objectives.

Over the past several years, Netezza has increased the performance of its appliance to 
allow more queries to funnel through in the same amount of time.  Several key enhance-
ments, such as data compression and parallel operation of FPGAs, are described in Section 
2 of this report. The company has also focused effort on improving the performance of 
short queries: what Netezza calls “micro analytics.” Examples include the implementation 
of short query bias, reducing the preprocessing time it takes to optimize a query, imple-
menting an object file cache on the host, and increased efficiency of network broadcasts to 
the nodes.

WinterCorp recommendations for users concerned about concurrency are summarized in 
Section 6.
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Customer Cases

As part of the research for this report, WinterCorp interviewed the representatives of two 
organizations that have a Netezza data warehouse platform. The goal was to understand 
the business challenges these companies faced, why they chose Netezza, the benefits they 
achieved and their assessment of Netezza’s workload management and multi-user concur-
rency capabilities.

5.1  Nationwide Financial Services

Nationwide Financial Services (NFS), the life insurance wing of Nationwide Mutual, offers 
life insurance, annuities and other retirement products. NFS has implemented a Netezza 
data warehouse as its sales analytics platform to provide effective sales life-cycle manage-
ment for life insurance products.

WinterCorp interviewed Vikas Gopal, associate vice president of data warehousing and 
analytics; Ray Fox, lead architect; and Paul Johnson, manager of enterprise data ware-
house and business intelligence infrastructure for this white paper.

The Business Challenge. 

In 2000, NFS consolidated 20+ individual data marts, each supporting a separate NFS 
company and/or line of business, on a single RDBMS platform. The goal was an NFS-wide 
view of all sales activity across all lines of business to provide better visibility into the 
overall sales process, track progress relative to plan for each salesperson, provide current 
data on which to make compensation decisions, drive the right sales activities, and fa-
cilitate product and product-mix analyses. Over time, the company moved to a more data 
warehouse-oriented platform to implement a traditional framework of data staging and a 
data warehouse/repository with integrated data marts.

In 2006, the company recognized the need for a data warehouse platform that would 
provide better price/performance.  The major issue was the desire to drive down the 
year-over-year cost of the data warehouse.  Another was the fact that the existing data 
warehouse had difficulty meeting month-end performance requirements.  The work-
load increased three- to five-fold in the first week of the month as the sales staff analyzed 
monthly results versus goals and calculated personal rate of return for customers.   
According to Gopal, “Although we used every tool at our disposal to manage the workload, 
we saw a lot of performance issues such as excessive query wait time and 100% usage of 
system resources.” Solving these performance problems required a system upgrade “and 
we worked hard not to need that upgrade as it would involve significant cost.”  A third key 
issue was the desire to run queries against the underlying detailed data and not against  
summary tables. 

The Netezza Solution. 

NFS brought Netezza in for a 60-day onsite proof of concept (POC) to test 14 applica-
tions from different areas of the company.  NFS chose to do an “as-is” POC, porting over 
its existing data warehouse tables with little effort at redesign before starting to execute 
queries and reports.  Netezza delivered very favorable results in the POC. And while cost 
and price/performance were the primary drivers of the decision to switch to Netezza, NFS 
“learned important lessons about the power of ad hoc analytics that Netezza as an appli-
ance can deliver compared to a traditional reporting/analytics platform. We saw more 
and more value in the ability to respond to business questions that we simply couldn’t  
answer before.”
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NFS began the implementation process in the spring of 2007 and completed it in early 
2008.   As in the POC, NFS decided not to redesign its data warehouse and data marts for 
Netezza. The company documented how it would handle the differences between Netezza 
and the current platform and then changed all of the code and moved all of the data for 
its 23 dependent data marts to Netezza at once.  As a note, NFS is taking advantage of Ne-
tezza’s capacity-on-demand option.

Today, the Netezza data warehouse supports 10 million database changes per day, 1,000+ 
total users, 50 concurrent users at peak times and 10-15 average, more than 4.5TB of data, 
and 2,500 queries per hour with a peak of 10,000 queries per hour at month end.  99.5% of 
queries run in under one minute.  In the continuum of data warehouse usage, the company 
describes itself as beyond the stage of implementing traditional analytics (i.e., not just 
answering “what happened” but also “why did it happen”) and heading into the predictive 
analytics space with the goal of creating a more active data warehouse domain.

NFS estimates that the Netezza data warehouse requires the equivalent of approximately 
three DBAs to design and implement both the infrastructure and application tables.  The 
company is experiencing 99.7% availability.

Benefits. 

NFS cites the price and performance of Netezza as significant benefits. The company was 
not willing to share specific cost savings of its Netezza implementation but stated that one 
factor has been the ability to leverage and reallocate existing resources to focus on other 
priorities.

Providing much more flexible ad hoc query and analysis was also key, especially the ability 
to respond to questions that could not be addressed in the previous system. The Netezza 
data warehouse contains 10 years of detailed data.  Previously, canned reports against 
summary data were typical and analytics were oriented around current year compared 
to last year. Today, Netezza can execute a 10-year trend analysis on detailed data based 
on state, product, channel, geography, etc. in about three minutes. Another example is  
calculating the customer’s personal rate of return, which the customer can access directly on 
the NFS website.  Before Netezza, the data warehouse only provided this data for the most 
recent quarter.  Now the customer can also see a personal rate of return over broader time 
frames, such as 10-year, 3-year, 1-year, etc. This was much more difficult to do previously. 

Workload Management and Concurrency. 

NFS is currently using the Netezza Gatekeeper for workload management.  Although it 
took six months to get comfortable with how to configure the Gatekeeper, it is meeting 
expectations.  The company considers workload management a “must do”—it is critical to 
invest the time to learn how to do it because getting it right is paramount for operating an 
appliance framework effectively. For example, if the Gatekeeper isn’t configured correctly, 
a query can sit in the queue too long and this will not show up in the overall runtime for 
the query.  NFS has not implemented the GRA Scheduler because of the desire to limit the 
system to 20 concurrent queries overall (so there is not too much work in the system) and 
the fact that NFS does not see the need to add the group priority tier yet.  However, as the 
workload increases over time, the company will need to explore the benefits of the GRA 
Scheduler and is collecting data on which to analyze this.

13



Copyright © WINTER CORPORATION, Cambridge MA, 2009. All rights reserved.

Concurrency and Workload Management in Netezza 

A WINTER CORPORATION WHITE PAPER

One piece of advice from NFS is the importance of doing as much planning as possible in a 
similar situation. As an organization moves from a traditional data warehouse platform to 
the power of ad hoc queries, it is difficult to predict and control users. NFS cited the need 
for Netezza to offer additional system management tools to give the DBA better visibility 
into what is going on in the system, particularly when there are concerns about perfor-
mance or capacity. NFS built some of its own management tools and processes, including 
an event alerting capability that the company would like Netezza to offer out of the box.

In terms of concurrency, the company states that with Netezza’s query throughput, the 
work gets done so much faster that concurrency has actually gone down compared to that 
of the previous system.  An advantage here is the ability to expand usage of the existing 
system by adding new users and/or work.

Summary. 

NFS is very happy with its Netezza implementation and the fact that Netezza’s future  
direction is aligned with unlocking the power of the data in the NFS data warehouse. 

    

5.2  Premier

Premier, Inc. is a healthcare alliance that counts among its members more than 2,200 
U.S. hospitals and over 63,000 other healthcare sites. Through the Premier alliance, these 
organizations all work together to improve healthcare quality and affordability.  Owned by 
200 not-for-profit hospitals and healthcare systems, Premier maintains a comprehensive 
repository of member information on clinical, financial and patient outcomes and oper-
ates a healthcare purchasing network to enable members to reduce costs through volume 
purchases. Premier’s goal is to help deliver measurable improvements in health care and 
improve hospital performance.

Premier’s Informatics division runs its information repository on Netezza and was one of 
Netezza’s first customers.  WinterCorp interviewed Chris Stewart, Senior Architect, for 
this white paper.  

The Business Challenge. 

The Informatics division supports the development and implementation of healthcare best 
practices based on analysis of detailed data submitted by members.  The goal is to help 
members raise the quality and lower the costs of healthcare.  The division implemented its 
original analytics platform over a decade ago to support research on pharmaceutical data 
for both in- and out-patient hospital stays.  In the early 2000s, significant performance 
problems arose, especially for analyses of in-patient data.  The smallest table contained 
500 million rows and as the data got more complex, it required more and more many-to-
one and many-to-many relationships.  

Informatics did not believe that a bigger server, faster disk or more memory was going to 
solve the underlying performance problem.  The complexity of the data and analytics, and 
sheer volume of data, was simply more than the current platform could handle going for-
ward.  This clearly hampered the ability to add any new data or functionality to the system 
to provide more value to the customer.  While the MicroStrategy front-end business intel-
ligence tool provided drill-down and other capabilities for ad hoc analysis, Informatics 
needed a database platform that could support that type of analysis on a multi-billion row 
database while providing room for future growth.
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The organization decided that a fundamental change in approach and architecture—a 
“physics” change as Stewart described it—was needed to effectively support users surfing 
huge amounts of data for results using ad hoc queries.  Another important objective was to 
continue to lower the total cost of ownership (TCO).  One aspect of this was to find a solu-
tion that was easy to administer, so that DBAs could focus more on adding value for the 
customer instead of spending time tuning a highly indexed database.  After seeing a pre-
sentation from Netezza, Premier decided to do a proof of concept (POC).  Stewart summed 
it up this way: “We had little to lose and the pharma business was screaming for a better 
solution to its analytical needs.”

The Netezza Solution. 

The Netezza POC demonstrated significant performance improvement, cost savings and 
simplicity.  As a result, Informatics began to implement the pharmaceutical application on 
Netezza in late 2003 and was impressed by the fact that it was able to build and load the 
Netezza database in one day.

Based on the success with pharma, Informatics began to explore other areas where  
Netezza could help, including the data warehouse.  The division has now converted 
most of its repository infrastructure to Netezza.  After members submit data, Informat-
ics cleanses the data, adds value, ensures that the data meets the quality standard and 
accurately reflects the clinical work done.  Informatics then “publishes” the data to the 
Netezza data warehouse where external customers can access and analyze it using web-
based applications.  Customers can compare performance data across peers (e.g., compare 
one institution’s results and performance to that of another institution or group of institu-
tions) for groups of diseases, patient age ranges and/or genders, etc.  Informatics provides 
a full spectrum of tools for customers, from presentation-ready canned reports to a report-
builder for designing tailored reports.

According to Stewart, Informatics does a lot of advance transformation, prepackaging and 
mining of data “to turn hundreds of data elements into thousands of information points 
that help customers ‘connect the dots’ more easily.  We do much of this on Netezza and 
that means Netezza becomes an ETL engine in addition to a reporting engine for us.”  
As a result, over the past couple of years, Informatics has shifted its ETL processing to  
Netezza (using SQL as the transformation language) and away from external ETL tools. 
One reason cited by Stewart is that “while an ETL tool can go many ways parallel, it can’t 
go 400 ways parallel, as it can on Netezza.”  Using Netezza as an ETL strategy and tool 
has resulted in significant performance gains over external ETL tools and has made the 
Netezza solution more valuable.

The Netezza data warehouse currently has 6TB of data online, including clinical data on 
300 million patients (not individual people as one person can be in the hospital multiple 
times) and cost data on 8 billion patient charge records. There are 5,000 users generating 
30,000 reports per week; concurrency varies because some users are sporadic users and 
some are continuous users.
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Stewart describes Premier’s customers as spanning a range of data-warehouse analytics 
capability. Some are still trying to find out what works and what doesn’t in terms of best 
practices.  Others have figured this out and want to know who is and who isn’t implement-
ing best practices.  And some are doing predictive analysis.  An example would be to take 
the same quality improvement achieved in the database and assume all 6,000 acute care 
hospitals in the U.S. used the same best practices.  One example cited by Stewart would 
save $1.4B in cost, avoid 6,000 deaths, avoid 6,000 complications and 10,000 readmis-
sions, and save 800,000 days in the hospital in one year alone. 

Another example is the healthcare quality administrative initiative (HQID) where hos-
pitals providing the best quality care are reimbursed at a higher rate. This is pushing 
hospitals at the bottom to move to the top and hospitals at the top are moving to places 
they haven’t been before.

Benefits. 

For Premier, the major benefits of the Netezza implementation are better performance 
and a lower TCO.  In terms of performance, in addition to solving the performance issues 
for analytical queries, the organization has been able to accelerate its release cycle for giv-
ing customers access to new data.  While it used to take a week to process the data and 
publish it, Informatics can now complete that entire process in a day with increased data 
quality as an added bonus.  Here is an example.  On the previous system, when querying 
a large repository to do quality assurance (QA) testing, Informatics couldn’t look at every 
row and every column because of performance issues.  But it can with Netezza, which gives 
Premier a fundamentally better product than it had before.

In the area of TCO and ease of use, Informatics has seven DBAs but managing Netezza 
only requires about half of a full-time person. “The rest are all trying to keep our transac-
tional system going.”    

Workload Management and Concurrency. 

Premier uses the Netezza Gatekeeper and short query bias very effectively for workload 
management to ensure that prompts and short report queries are fast while managing 
complex reports that require joins and/or access multi-billion-row tables. “We create gates 
[buckets] based on the estimated runtime for a query and specify the maximum number 
of queries we want to run concurrently for each gate.  If a heavy query takes 2 minutes, we 
let fewer run.  On the other hand, we allow many short queries to get on and off the system 
fast.”  According to Stewart, “if I let a query already on the SPU finish, the customer wait-
ing will actually get better performance than if I let him start.   What really matters is the 
customer experience, not concurrency.”
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Stewart estimates there are 40 queries in flight at the busiest times, although he says this is 
hard to track because Netezza executes the queries so fast.  Premier at one point did a per-
formance test.  It ran a query on the legacy system and gave the query all of the resources 
on the system.  It then ran the same query on a busy day on the current Netezza system.  
The query took 11 minutes on the legacy system and only one minute on Netezza.  Stewart 
acknowledged that there are factors that drive down the concurrency on Netezza that can 
be hard to explain.  However, from his perspective, “We don’t care how many queries are 
concurrent at once as long as performance meets what the user needs.”  The key is to make 
the user experience profitable, not painful and to allow users to do real-time analysis on-
line and use the system for what it was designed. 

Futures. 

Premier is now working on the next generation of Clinical Advisor, its flagship analytics 
product that provides data to the hospital sector. This is a repository of all data about 
each patient—lab results, pharmacy dosages, operating room procedures, charges, etc.  
The new product, Quality Advisor, represents a combination of features from the Clinical 
Advisor and Quality Manager, a product Premier acquired a few years ago. Premier plans 
to deliver Quality Advisor in 2010. In anticipation of new users and more load, Premier is 
doubling the Netezza appliances used for customer analysis.  

For Premier, the next key development is to provide more real-time data for analyses so 
it is possible to apply healthcare best practices and affect the patient while he/she is still 
in the hospital. Premier is pressing Netezza to implement the ability to continuously feed 
the data warehouse without negatively affecting performance.  As Stewart puts it, “Refresh 
rate is the next frontier.”

Summary. 

Premier has a very close working relationship with Netezza as one if its earliest customers.  
According to Stewart, when developing new features and functions, Netezza takes into 
consideration Premier’s business and how it works. “We try to be a partner and not just  
a customer.”
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Conclusions 

Netezza’s data warehouse appliance has gained significant maturity over the last several 
years and has developed increased capability to handle multiple concurrent queries and 
manage a mixed workload.

Mixed Workload Management.

With four levels of workload management functionality (the Gatekeeper, the Guaranteed 
Resource Allocation Scheduler, the Snippet Scheduler and the Resource Schedulers), 
Netezza provides the tools needed to handle many situations. Netezza’s short query bias 
increases the emphasis on favoring short queries.  With Netezza, users can operate their 
systems to process short queries, long queries and loads concurrently. 

Concurrency.  

With its high performance and ability to process multiple concurrent queries,  Netezza is 
able to handle a substantial range of data warehouse requirements.

Successful Customers. 

Netezza says it now has more than 300 customers in production. For this white paper, 
WinterCorp interviewed two Netezza customers with experience running multiple concur-
rent users and mixed workloads.

At Nationwide Financial Services, the Netezza data warehouse supports 10 million  
database changes per day, 1,000+ total users and 50 concurrent users at peak times. The  
Netezza data warehouse at Nationwide supports an average of 10-15 concurrent users. 
This is a data warehouse with more than 4.5TB of data. The typical workload is 2,500 
queries per hour. The peak workload is 10,000 queries per hour at month end.  99.5% of 
queries run in under one minute. 

At Premier, the Netezza data warehouse currently has 6TB of data online, including clini-
cal data on 300 million patients and cost data on 8 billion patient charge records. There 
are 5,000 users generating 30,000 reports per week. Concurrency varies because some of 
the 5,000 users access the data occasionally while others are using it continually. 

Each of these implementations clearly has many users sharing access to data on a daily ba-
sis; each Netezza system is clearly doing multiple types of work at once; and, each Netezza 
system is clearly handling some significant level of user concurrency.

6

Recommendation. 

In the opinion of WinterCorp, users with a range of analytical requirements will want  
to evaluate Netezza TwinFin as they select the platform for their next analytic data requirement. 

WinterCorp recommends that an evaluation be performed considering the specific nature of the  
requirements to be met, preferably supported by a realistic proof-of-concept. The proof-of-concept 
should test for system performance with the workload and response time required at peak times, thus 
providing the prospective user with evidence concerning the behavior of each platform considered,  
including Netezza. If the workload is mixed, it is important to verify that the service levels associat-
ed with each class of work are being satisfied, even as each of the other components of the workload 
ebbs and peaks.

In this way, users can be assured that they have chosen a platform that best meets their specific 
requirements, including those for concurrency and mixed workloads.
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